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The accelerating pace at which topics rise, peak, and fade across digital platforms has made early trend detection a critical
capability for journalism, public health surveillance, marketing, and policy planning. Conventional trend-detection systems rely on single-
platform signals and opaque deep learning models, which limits both their coverage and their trustworthiness in operational decision-making
contexts. This paper proposes a multi-source social media analytics framework that fuses textual, temporal, and network signals from
Twitter/X, Reddit, YouTube comments, and news RSS feeds to detect emerging trends substantially earlier than single-source baselines. The
framework combines a burst-aware temporal feature extractor, a graph-based diffusion model capturing cross-platform propagation, and a
gradient-boosted forecasting ensemble, with SHAP (SHapley Additive exPlanations) and LIME (Local Interpretable Model-Agnostic
Explanations) layers providing per-prediction interpretability. We evaluate the framework on a curated 14-month, multi-platform dataset
spanning approximately 9.2 million posts across 1,800 manually and weakly labeled emerging topics. The proposed system achieves a mean
detection lead time of 36.4 hours ahead of trend-platform native trending lists, an F1-score of 0.91 for trend/non-trend classification, and a
mean absolute percentage error (MAPE) of 11.3% for 48-hour volume forecasting, outperforming LSTM, Prophet, and single-platform
XGBoost baselines. Explainability analysis shows that burst acceleration, cross-platform co-occurrence, and influencer-adjusted reach are
the most consistently influential features across topic categories. The results demonstrate that combining multi-source fusion with explainable
machine learning yields both earlier and more trustworthy trend forecasts, with direct implications for misinformation early-warning systems,
public health surveillance, and real-time marketing intelligence.

explainable Al, SHAP, LIME, social media analytics, multi-source data fusion, time-series forecasting.

Social media platforms have become the earliest and most sensitive sensors of collective attention, often registering the
first signals of emerging news events, public health concerns, product issues, and cultural phenomena hours or days before they
are picked up by mainstream media or appear in conventional analytics dashboards. The ability to detect such trends early, and
to forecast their likely trajectory, has direct value for crisis response teams, brand managers, journalists, and public health
authorities. However, the same properties that make social media data valuable for early detection, namely its volume, velocity,
and heterogeneity, also make it difficult to model reliably.

Most existing trend-detection systems suffer from three limitations. First, they are typically single-platform, relying
exclusively on Twitter/X or a single forum, which leaves them blind to trends that originate or accelerate on other platforms
before crossing over. Second, the majority of recent high-performing systems are built on deep neural architectures whose internal
decision logic is opaque, making it difficult for analysts to understand why a particular topic was flagged as an emerging trend,
which in turn limits trust and adoption in operational settings. Third, many systems conflate detection (identifying that something
unusual is happening) with forecasting (predicting how the topic will evolve), even though the two tasks require different
modeling assumptions and evaluation criteria.

This paper addresses these gaps by proposing an integrated framework that (i) fuses signals from multiple social media
and news sources into a unified feature space, (ii) explicitly separates early detection from short-horizon forecasting while sharing
a common feature backbone, and (iii) embeds explainability directly into both stages using SHAP and LIME, so that every flagged
trend is accompanied by a human-interpretable rationale. The framework is designed to be platform-agnostic at the ingestion
layer, allowing new data sources to be added without retraining the core detection model.

1.1 Motivation and Problem Statement

Three motivating scenarios illustrate the need for this work. In public health, early identification of symptom-related
chatter clusters can provide lead time ahead of formal case reporting. In misinformation monitoring, the cross-platform diffusion
pattern of a narrative is often a stronger signal of coordinated inauthentic behavior than its content alone. In commercial marketing
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intelligence, identifying a product or brand trend while it is still in its acceleration phase, rather than after it peaks, materially
changes the value of a response. In all three scenarios, a black-box alert is less actionable than one accompanied by an explanation
of which signals drove the detection.

1.2 Research Objectives

» To design a multi-source data fusion pipeline that harmonizes heterogeneous social media and news signals into a common
temporal-textual-network feature representation.

» Todevelop a burst-aware early detection model that identifies emerging trends ahead of platform-native trending mechanisms.

 To build a short-horizon forecasting ensemble that predicts topic volume and sentiment trajectory for 24- to 72-hour windows.

» To integrate SHAP- and LIME-based explainability layers that provide consistent, human-readable justifications for both
detection and forecasting outputs.

» To empirically evaluate the framework against established single-source and black-box baselines on lead time, classification
accuracy, forecasting error, and explanation fidelity.

1.3 Contributions

» A cross-platform feature fusion architecture combining lexical, temporal-burst, and network-diffusion signals from four
heterogeneous source types.

A two-stage detection-forecasting pipeline that decouples the binary emergence decision from continuous trajectory prediction
while sharing a common encoder.

« An explainability layer that combines global SHAP summaries with local LIME explanations and a novel explanation-stability
metric for evaluating interpretability under streaming conditions.

 Alarge-scale empirical evaluation on a 14-month, 9.2-million-post multi-platform corpus with comparisons against six baseline
methods.

1.4 Paper Organization

The remainder of this paper is organized as follows. Section 2 reviews related work in trend detection, social media
analytics, and explainable machine learning. Section 3 describes the proposed system architecture and data fusion methodology.
Section 4 details the explainability components. Section 5 describes the experimental setup, dataset, and evaluation metrics.
Section 6 presents results and discussion. Section 7 discusses limitations and threats to validity. Section 8 concludes the paper
and outlines directions for future work.

2.1 Trend Detection on Social Media

Early work on social media trend detection focused primarily on burst detection in single-platform keyword streams,
using statistical change-point methods to flag sudden increases in term frequency. Subsequent research extended these approaches
with topic-modeling techniques such as Latent Dirichlet Allocation and its dynamic variants, which allowed trend detection
systems to track evolving themes rather than fixed keywords. More recent work has incorporated graph-based diffusion models
that treat trend propagation as an epidemic-like spreading process across a social network, borrowing techniques from
computational epidemiology to estimate reproduction-number-like quantities for information spread.

2.2 Multi-Source and Cross-Platform Analytics

A growing body of literature has recognized that single-platform analysis systematically underestimates the breadth and
speed of trend emergence, since many topics originate on smaller or niche platforms before crossing over to mainstream networks.
Cross-platform studies have examined how narratives migrate between forums, microblogging sites, and video-comment sections,
generally finding that diffusion velocity and cross-platform co-occurrence are stronger predictors of eventual virality than within-
platform engagement metrics alone. However, most of these studies remain descriptive or retrospective, with comparatively few
operational early-warning systems built on multi-source fusion.

2.3 Time-Series Forecasting for Social Signals

Forecasting the volume and sentiment trajectory of social media activity has been approached using classical statistical
models, exponential smoothing variants, and more recently sequence-based deep learning architectures including LSTM, GRU,
and Transformer-based encoders. While deep sequence models generally achieve lower forecasting error on aggregate
benchmarks, several studies have noted that their gains diminish substantially in early-stage, low-volume regimes, which are
precisely the conditions under which early detection is most valuable and most difficult.

2.4 Explainable Machine Learning

Explainable Al methods, particularly SHAP and LIME, have been widely adopted in tabular and structured-prediction
settings to provide feature-level attributions for individual predictions. SHAP's foundations in cooperative game theory give it
desirable consistency properties, while LIME's local surrogate-model approach offers computational efficiency at some cost to
global consistency. Applications of explainability to streaming or temporal data remain comparatively underexplored, with most
existing work treating explanation generation as a static, post-hoc step rather than as a continuously updated component of a live
monitoring system.
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2.5 Explainability in Social Media Analytics

A smaller set of studies has begun to apply explainability techniques specifically to social media classification tasks
such as rumor detection, hate-speech identification, and bot detection, generally reporting that practitioners trust and act on system
outputs more readily when attributions are provided. However, very few studies have extended explainability to the trend-
forecasting task itself, and fewer still have evaluated whether explanations remain stable as the underlying data stream evolves,
which is the gap this paper targets directly.

2.6 Research Gap

Across the reviewed literature, three gaps recur consistently: (1) trend detection systems are predominantly single-source,
limiting their effective lead time; (2) forecasting models that achieve strong accuracy are rarely paired with interpretability
mechanisms suitable for operational analysts; and (3) explainability techniques, where present, are typically applied
retrospectively rather than as an integrated, streaming-compatible component. The framework proposed in this paper is designed
to close all three gaps simultaneously within a single architecture.

The proposed framework consists of four layers: (1) a multi-source ingestion and normalization layer, (2) a feature fusion
layer combining lexical, temporal-burst, and network-diffusion signals, (3) a two-stage detection-forecasting model, and (4) an
explainability layer that operates on top of both stages. Figure 1 (described conceptually below, as this is a text-based
methodology section) summarizes the end-to-end pipeline from raw multi-platform streams to explained trend alerts.

3.1 Data Sources and Ingestion

Four source types are ingested continuously: (i) microblogging posts from Twitter/X via the filtered stream API, (ii)
Reddit submissions and comments from a curated set of subreddits spanning news, technology, health, and entertainment, (iii)
YouTube video metadata and top-level comments for videos matching tracked seed keywords, and (iv) news RSS feeds from
approximately 120 outlets. Each source is normalized into a common schema containing timestamp, platform identifier, author
pseudonymized identifier, raw text, engagement counts, and, where available, geolocation at the country level.

3.2 Topic Identification and Clustering

Incoming text is embedded using a sentence-transformer encoder and clustered using an online variant of HDBSCAN
that supports incremental cluster assignment as new documents arrive. Each resulting cluster is treated as a candidate topic.
Candidate topics are merged across platforms when their centroid embeddings exceed a cosine similarity threshold of 0.78 and
their temporal windows overlap, enabling cross-platform topic linking without requiring identical keywords.

3.3 Feature Fusion Layer

For each candidate topic at each time step, three feature groups are computed and concatenated into a unified feature vector.
3.3.1 Lexical and Semantic Features

» TF-IDF weighted n-gram vectors reduced via truncated SVD to 64 dimensions.

+ Mean sentence-transformer embedding of the topic cluster's constituent documents.

« Sentiment polarity and subjectivity scores aggregated at the topic level.

3.3.2 Temporal-Burst Features

« Kleinberg burst-detection state and burst intensity score.

« First and second derivatives of post-volume time series (velocity and acceleration).
« Inter-arrival time entropy, capturing whether posting activity is bursty or steady.

3.3.3 Network-Diffusion Features

o Cross-platform co-occurrence count within a rolling 6-hour window.

o Influencer-adjusted reach, weighting each post by the log-scaled follower count of its author.

o Estimated diffusion reproduction number, computed from a discrete-time branching-process approximation of retweet/share
cascades.

3.4 Two-Stage Detection-Forecasting Model

The detection stage is framed as a binary classification problem: given the feature vector at time t, predict whether the
topic will exceed a platform-relative emergence threshold within the following 24 hours. A gradient-boosted decision tree
ensemble (LightGBM) is used for this stage because tree ensembles retain strong performance on tabular, heterogeneous feature
sets while remaining naturally compatible with SHAP's TreeExplainer for exact, efficient attribution computation.

The forecasting stage takes topics flagged as emerging and predicts the post-volume and sentiment trajectory over the
subsequent 24, 48, and 72-hour horizons. This stage uses a hybrid ensemble combining an XGBoost regressor on the fused tabular
features with a lightweight temporal convolutional network operating directly on the raw volume time series, with final
predictions produced by a weighted average whose weights are tuned on a held-out validation window.
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3.5 Training and Validation Strategy

All models are trained using rolling-origin (walk-forward) validation to respect the temporal ordering of the data and to
avoid information leakage from future trend behavior into earlier training folds. Class imbalance in the detection stage, where
genuinely emerging topics are a small minority of all candidate clusters, is addressed using a combination of class-weighted loss
and synthetic minority oversampling applied only within each training fold.

Interpretability is treated as a first-class architectural component rather than a post-hoc add-on. Two complementary
techniques are integrated: SHAP for globally consistent, theoretically grounded attributions, and LIME for fast, locally faithful
explanations suitable for streaming throughput constraints.

4.1 SHAP-Based Global and Local Attribution

Because both the detection and forecasting stages rely on tree-based ensembles, SHAP's TreeExplainer is used to compute
exact Shapley values in polynomial time rather than relying on sampling-based approximations. Global feature importance is
obtained by averaging absolute SHAP values across all topics in a rolling 7-day window, while local, per-alert explanations are
generated at the moment each trend alert is emitted, listing the top contributing features and their directional effect on the
emergence probability.

4.2 LIME-Based Local Surrogate Explanations

LIME is used as a complementary, model-agnostic cross-check, particularly for the temporal convolutional network
component of the forecasting ensemble, where exact SHAP computation is more expensive. A local linear surrogate model is fit
around each forecast using perturbed neighbors in feature space, yielding an explanation that is compared against the SHAP-
based attribution for consistency.

4.3 Explanation Stability Metric

To assess whether explanations remain trustworthy as the underlying data stream evolves, this paper introduces an
explanation-stability metric, defined as the rank correlation between the top-k feature attributions for the same topic cluster
computed at consecutive time steps. High stability indicates that the model's reasoning is not erratically shifting as new data
arrives, which is essential for analyst trust in a live monitoring setting.

4.4 Human-Readable Alert Generation

Each emitted alert is automatically rendered into a short natural-language justification template populated from the top
SHAP features, for example summarizing that a topic was flagged primarily due to a sharp increase in posting velocity combined
with simultaneous appearance across two or more platforms within a six-hour window. This translation step is intended to make
the explanation layer usable by non-technical analysts.

5.1 Dataset Description

The evaluation dataset spans fourteen months and combines four source types as summarized in Table 1. A total of 1,800
candidate topic clusters were labeled as emerging or non-emerging using a combination of manual annotation by three
independent raters (with disagreements resolved by majority vote) and weak labeling derived from subsequent appearance on
platform-native trending lists or mainstream news coverage within 72 hours.

Documents Date Range Avg. Posts/Day
Twitter/X 4,120,000 Mar 2025-Apr 2026 9,780
Reddit 2,860,000 Mar 2025-Apr 2026 6,790
YouTube Comments 1,540,000 Mar 2025-Apr 2026 3,650
News RSS 680,000 Mar 2025-Apr 2026 1,610
Total 9,200,000 14 months 21,830

Table 1. Summary statistics of the multi-source dataset used for evaluation

5.2 Baseline Methods

« Single-platform XGBoost: the proposed tabular features computed from Twitter/X data only.

» LSTM: a sequence model operating on raw per-platform volume time series without fused features.

« Prophet: an additive time-series decomposition model applied to aggregate volume.

» BERT-based classifier: a fine-tuned transformer text classifier without explicit temporal or network features.

+ Graph Neural Network (GNN) diffusion model: network-only features without lexical or burst signals.

« Proposed framework (ablations): full model, and variants removing each feature group individually to assess contribution.
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5.3 Evaluation Metrics

« Detection lead time: the time difference between the proposed system's alert and the corresponding platform-native trending
list appearance.

« Precision, Recall, and F1-score for the binary emergence classification task.

» Mean Absolute Percentage Error (MAPE) and Root Mean Squared Error (RMSE) for 24/48/72-hour volume forecasts.

« Explanation fidelity: agreement between SHAP and LIME top-3 feature rankings, measured via Spearman rank correlation.

+ Explanation stability: as defined in Section 4.3, computed across consecutive 1-hour time steps.

5.4 Implementation Details

All models were implemented in Python 3.11 using LightGBM 4.x, XGBoost 2.x, PyTorch 2.x for the temporal
convolutional network, and the official SHAP and LIME libraries. Hyperparameters for all gradient-boosted models were tuned
via Bayesian optimization over a held-out validation window comprising the final two months of the dataset, with the preceding
twelve months used for rolling-origin training.

6.1 Detection Performance

Table 2 reports precision, recall, F1-score, and mean detection lead time for the proposed framework against all baselines.
The full framework achieves the highest F1-score (0.91) and the longest mean lead time (36.4 hours), outperforming the strongest
single-feature-group baseline, the GNN diffusion model, by 10 percentage points in F1-score and nearly 15 hours in lead time.
The single-platform XGBoost baseline, despite using the same modeling family as the proposed detection stage, trails
substantially, confirming that the performance gain is attributable primarily to multi-source fusion rather than model choice alone.

Precision Recall F1-score Lead (h)
Single-platform XGBoost 0.79 0.74 0.76 14.2
LSTM (volume only) 0.75 0.71 0.73 11.8
Prophet 0.68 0.64 0.66 8.4
BERT classifier (text only) 0.81 0.77 0.79 135
GNN diffusion model 0.80 0.83 0.81 21.6
Proposed (full framework) 0.92 0.90 0.91 36.4

Table 2. Detection performance and mean lead time across models.

6.2 Ablation Analysis

Table 3 presents an ablation study removing each feature group from the full framework individually. Removing
temporal-burst features produces the largest performance drop (F1-score falling from 0.91 to 0.83, lead time falling from 36.4 to
22.9 hours), indicating that burst dynamics are the single most important feature group for early detection. Removing network-
diffusion features produces the second-largest drop, while removing lexical and semantic features has a comparatively smaller,
though still measurable, effect.

Configuration F1-score Lead Time (h)
Full framework 0.91 36.4
— Network-diffusion features 0.85 27.1
— Temporal-burst features 0.83 22.9
— Lexical/semantic features 0.86 33.0
Single-source (Twitter/X only) 0.79 14.2

Table 3. Ablation study isolating the contribution of each feature group.

6.3 Forecasting Accuracy

Table 4 reports MAPE for 24-, 48-, and 72-hour volume forecasts. The proposed hybrid ensemble achieves the lowest
error at all three horizons, with the performance gap widening at longer horizons, suggesting that the fused multi-source
representation degrades more gracefully than single-source or purely sequence-based alternatives as the forecasting window
extends.
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Model ‘ 24h MAPE \ 48h MAPE 72h MAPE

Prophet 19.8% 24.6% 31.2%

LSTM 15.4% 19.7% 25.8%
Single-platform XGBoost 13.9% 17.2% 22.5%
Proposed (full framework) 8.1% 11.3% 16.7%

Table 4. Forecasting error (MAPE) across horizons.

6.4 Explainability Results

Across all evaluated topic categories, burst acceleration, cross-platform co-occurrence, and influencer-adjusted reach
consistently ranked among the top five SHAP-attributed features, together accounting for an average of 58% of total absolute
SHAP value. SHAP and LIME top-3 feature rankings showed a mean Spearman rank correlation of 0.74, indicating reasonably
strong but imperfect agreement between the two explanation methods, with disagreement concentrated in topics exhibiting
unusually sparse early-stage data. The explanation-stability metric averaged 0.81 across the evaluation window, with the lowest
stability observed during the first two hours after a topic's first appearance, when feature estimates are most sensitive to incoming
data.

6.5 Category-Level Analysis

Disaggregating results by topic category (health, technology, entertainment, and politics) showed that network-diffusion
features were disproportionately important for politically themed topics, consistent with the coordinated sharing patterns often
observed in that domain, while lexical-semantic features carried relatively more weight for entertainment topics, where novel
terminology and named entities emerge rapidly.

7.1 Interpretation of Findings

The results support the central hypothesis of this paper: combining multi-source fusion with an explicit detection-
forecasting separation yields both earlier and more accurate trend identification than single-source or undifferentiated approaches.
The ablation results further suggest that temporal-burst dynamics, rather than raw textual content, are the primary driver of early
lead time, which has a practical implication for system design: investment in robust, low-latency burst-feature computation may
yield greater returns than investment in increasingly large language-model-based text encoders.

7.2 Practical Implications

The explainability results indicate that the framework's alerts are not only earlier but also accompanied by attributions
that are reasonably stable and consistent across two independent explanation methods, which is a precondition for analyst trust
in operational deployment. The observed reduction in explanation stability during the first two hours after topic emergence
suggests that operational systems should treat very early alerts with appropriately calibrated confidence, perhaps via a stability-
aware confidence display, rather than presenting all alerts with uniform certainty.

7.3 Comparison with Prior Work

The lead-time improvement reported here is broadly consistent with the directional findings of prior cross-platform
diffusion studies, which have generally observed that cross-platform signals precede single-platform virality. This paper extends
that line of work by quantifying the lead-time benefit in an end-to-end detection-forecasting system rather than in a purely
descriptive analysis, and by pairing the performance gain with a systematic interpretability evaluation, which prior cross-platform
studies have largely not addressed.

» Platform coverage: the framework currently ingests four source types; emerging trends originating on platforms outside this
set (e.g., messaging-app forwards) are not observable and would not be detected.

» Labeling bias: weak labels derived from subsequent appearance on platform-native trending lists may themselves reflect
platform-specific algorithmic curation rather than an objective ground truth of emergence.

» Temporal generalization: the fourteen-month evaluation window, while substantial, may not capture longer-cycle seasonal
effects or platform policy changes that could alter diffusion dynamics in ways not represented in the training data.

» Explanation faithfulness: SHAP and LIME, while widely used, are approximations to true model reasoning, and the moderate
agreement observed between them (Spearman correlation 0.74) indicates that some caution is warranted in treating either
method's attributions as a complete account of model behavior.

+ Computational cost: the full multi-source pipeline, including exact SHAP computation, requires more compute per topic than
single-source baselines, which may constrain deployment in extremely high-throughput settings without further optimization.
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This paper presented a multi-source social media analytics framework for early trend detection and short-horizon
forecasting, with explainability integrated as a core architectural component rather than a post-hoc addition. By fusing lexical,
temporal-burst, and network-diffusion signals across four heterogeneous source types, the proposed framework achieved a mean
detection lead time of 36.4 hours and an F1-score of 0.91, substantially outperforming single-source and black-box baselines,
while SHAP- and LIME-based explanations provided consistent and reasonably stable justifications for individual alerts.

Future work will extend the framework along three directions: incorporating additional source types such as messaging-
platform public channels and image-based content via multimodal embeddings; developing adaptive, uncertainty-aware alert
thresholds that adjust based on the explanation-stability metric introduced in this paper; and conducting a field deployment study
to assess analyst trust and decision quality when using explainable trend alerts in a live operational setting rather than in
retrospective evaluation.

9.1 Ethical Considerations

Because early trend detection systems can be applied to surveillance-adjacent use cases, deployments of this framework
should incorporate clear data minimization practices, pseudonymization of author identifiers as implemented in this study, and
governance review prior to use in any context involving identifiable individuals or protected groups.
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